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Abstract:

This study presents a practical application of reinforcement learning (RL) for autonomous vehicle
control within the Gymnasium CarRacing-v0 simulation environment. The primary objective was to
design and train an agent capable of autonomously navigating procedurally generated racetracks by
employing deep reinforcement learning methodologies.

The research utilized the Proximal Policy Optimization (PPO) algorithm, implemented via the Stable-
Baselines3 library, chosen for its proven efficiency and robustness in continuous action domains. The
training process was conducted in Python, using the PyTorch and Gymnasium frameworks.

Particular emphasis was placed on the agent’s ability to develop smooth steering and throttle control—
capabilities essential for handling sharp curves and maintaining optimal velocity. The findings
demonstrate that a properly configured PPO agent can successfully learn to navigate the CarRacing
environment after sufficient training. The study concludes with a performance evaluation, an analysis
of the agent’s acquired behavior, and suggestions for future research avenues.
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A Introduction

Autonomous vehicle control represents one of the most significant challenges in contemporary
artificial intelligence, requiring the effective integration of advanced machine learning algorithms with
realistic simulation environments.

Among the most promising approaches to addressing such tasks is reinforcement learning (RL),
which enables an agent to acquire optimal behaviour based on feedback received from the environment.
Due to increasing computational power, high-quality libraries, and publicly available simulation plat-
forms, reinforcement learning is becoming progressively more accessible to students and researchers
without the need for extensive infrastructure.

The motivation for pursuing this topic stems from the author’s personal interest in gaining prac-
tical experience with the application of reinforcement learning in control tasks, within the context of the
Student Scientific Conference (SVOC). At the same time, the chosen topic serves as a preparatory foun-
dation for a subsequent bachelor’s thesis. The aim of this contribution is to design, implement, and train
an autonomous agent capable of controlling a virtual vehicle within the CarRacing-v0 environment,
which is part of the Gymnasium library. This environment features procedurally generated racetracks
and a continuous action space, making it a challenging benchmark for adaptive control algorithms.

To address the task, the Proximal Policy Optimization (PPO) algorithm was selected, known for
its stability and performance in continuous action domains. The training process was conducted using
the Stable-Baselines3, PyTorch, and Gymnasium libraries, with various learning parameters tested to
achieve the highest possible driving performance of the agent. The results indicate that with a sufficient
number of training episodes, the agent can execute smooth turns and maintaining speed without veering
off track.
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The following chapters present an overview of the current state of knowledge in reinforcement
learning for simulated control, followed by a description of the research design, including the tools and
experimental parameters used. The discussion focuses on evaluating the agent’s performance and iden-
tifying the strengths and limitations of the adopted methodology. The paper concludes with a summary
of key findings and suggestions for potential future improvements.

A 1 State of the Art

Reinforcement learning (RL) is a subfield of machine learning that focuses on training an
agent through interaction with its environment, based on feedback in the form of rewards and penal-
ties. This approach is particularly well-suited for tasks that require sequential decision-making and
long-term return optimization. A typical example of such a task is autonomous vehicle control, where
the agent must coordinate steering, acceleration, and breaking in response to visual and dynamic
stimuli.

One of the early breakthrough successes of RL in the domain of games and simulations was
the application of the Deep Q-Networks (DQN) algorithm, which combines classical Q-learning with
deep neural networks. DQN achieved significant results in discrete action spaces, such as those found
in Atari games.

However, its applicability in environments requiring continuous control is considerably lim-
ited. The discreteness of actions prevents fine-tuned modulation of control signals, which is essential
for maintaining speed and negotiating curves smoothly, as required by the CarRacing-v0 environ-
ment.

In this context, the Proximal Policy Optimization (PPO) algorithm has proven to be particu-
larly effective. PPO belongs to the class of on-policy methods and is characterized by stable learning,
even in the presence of complex visual inputs.

It employs a clipping mechanism on the probability ratio between the old and new policy to
regulate weight updates, thereby reducing the risk of destabilizing the model during training. These
properties make PPO a suitable choice for high-complexity environments with continuous action
spaces. Owing to these characteristics, PPO has gained widespread adoption in visual RL tasks, in-
cluding navigation, robotic simulations, and autonomous driving.

The CarRacing-v0 simulation environment, part of the Gymnasium library (the successor to
OpenAl Gym), serves as a standard benchmark for evaluating the performance of RL algorithms in
control tasks. Its variability, visual input in the form of RGB frames, and continuous action interface
create realistic and challenging scenarios that thoroughly test an agent’s ability to learn an optimal
trajectory.

A 2 Design of Research

a) Theoretical Background

In reinforcement learning (RL), an agent is an autonomous computational entity that learns to
perform actions within a given environment in order to maximize a numerical reward signal. The
environment provides observations and rewards in response to the agent’s actions, forming a closed-
loop system known as the agent-environment interaction cycle.

At each time step, the agent receives an observation sts_tst, selects an action ata tat, and
receives a reward rtr_trt along with a new state si+is_{t+1}sw+1. The agent’s objective is to learn a
policy m(als)\pi(a \mid s)m(als) that maximizes the expected cumulative reward over time [1].
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Fig.1. In game picture of agent actually playing the game.
Agent is capable of directly observe game screen and make decisions.

The learning process can be implemented through various RL algorithms. This work focuses
on Proximal Policy Optimization (PPO), a state-of-the-art on-policy reinforcement learning method
introduced by OpenAl. PPO belongs to the class of policy gradient methods, in which the agent
directly optimizes a parameterized policy—typically represented by a neural network—by estimating
the gradient of the expected reward.

A key innovation of PPO lies in its clipped surrogate objective function, which constrains

large updates to the policy. This mechanism enhances training stability and mitigates the risk of
destructive policy shifts.

The objective function used by PPO is defined as follows [1]:

LYP(0) = E,[min(1:(8)A,, clip(r:(0),1— €, 1+ €)A,]
Where:
g (ae|st)
() = ————
‘ neold (at |St)
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- denotes the probability ratio between the new and old policy, 4, is the advantage estimate
at time step ¢, and € is a hyperparameter that determines the range of the clipping, used to limit policy
updates and enhance training stability.

Compared to traditional or older policy gradient methods (A2C — advantage actor-critic) or
off policy methods such as Q-learning variants such as Deep Q-Networks (DQN), PPO offers a
favorable trade-off between performance and implementation simplicity.

b) Object of Research

The object of this research is the development and training of an autonomous agent capable
of efficiently controlling a vehicle within the CarRacing-v0 simulated environment (Fig.1). This
environment, available through the Gymnasium library, represents a complex benchmark with
procedurally generated tracks, visual input in the form of image frames, and a continuous action
space, making it a suitable tool for evaluating the capabilities of reinforcement learning in tasks
requiring smooth control.

c¢) Goal

The goal of the research is to implement and train an agent using the Proximal Policy
Optimization (PPO) algorithm, which will be able to complete the track autonomously without
leaving the road, with an emphasis on steering smoothness, adaptability to changing track layouts,
and training stability.

d) Hypothesis

It is hypothesized that the PPO algorithm, applied within a continuous action space, can enable
the agent to learn stable behaviour in the CarRacing-v0 environment, and that the resulting policy
will be capable of generating smooth and effective control signals. Furthermore, it is assumed that a
significant number of training episodes will be required for the agent to master the task due to the
high visual and action-space resolution of the environment.

e) Methods of Validation

The training process was carried out in Python using the Stable-Baselines3 and PyTorch
libraries. A PPO agent with a convolutional neural network architecture was employed, receiving
96x96 RGB image frames as input and producing three action values: steering, acceleration, and
braking. The environment provided feedback in the form of a reward signal, with the objective of
maximizing the cumulative reward per episode. Performance was validated by evaluating the average
reward over the last 100 episodes and by observing the agent’s behaviour on unseen tracks.

) Model, Data, and Configuration

The model consisted of two convolutional layers followed by fully connected layers, with the
output layer representing the parameterized policy and the value function estimate. The data were
generated on-policy by the simulator during training. Training was conducted in batches of 128 steps,
using a learning rate of 3e-4, entropy penalty of 0.01, and a clipping factor of 0.2.

The Adam optimizer was used for optimization as implicit optimizer internally processed by
Stable Baselines 3. The training process involved 5 000 000-time steps (Tab.1) and was executed on
an NVIDIA RTX-series GPU.
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Table 1. Training information

Parameter Value
Total Timesteps 5000000
Training Duration 559 minutes 22 seconds
Environments 4 parallel
Algorithm PPO
Average Reward 500+

g) Action Space

The observation-action space of the utilized game environment was intentionally converted to
discrete finite set to facilitate action selection and enable more efficient agent learning.

h) Evaluation
The model’s performance has been evaluated using the following metrics:

e average reward per episode,
o the agent’s ability to complete a track,
e smoothness of driving and number of off-track events.

Additionally, the agent’s behaviour on various procedurally generated tracks was visually
analysed, offering a qualitative insight into the learned control strategies.

After sufficient training, the agent was able to maintain high speeds and consistently complete
tracks without erratic movements, indicating the effectiveness of the applied algorithm in this
environment.

A 3 Discussion

The experimental results confirm that the Proximal Policy Optimization (PPO) algorithm is a
suitable choice for addressing the task of autonomous vehicle control in the CarRacing-v0
environment.

Following extensive training, the agent was capable of maintaining the vehicle on track,
adapting to procedurally generated road curvatures, and ensuring smooth control without abrupt
fluctuations in actions.

A key benefit of employing PPO was its ability to effectively handle the continuous action
space, which is essential for realistic vehicle control—particularly for steering through curves and
modulating speed.

The main advantages of the proposed solution include:

e Training stability in comparison with alternative algorithms such as DQN, which require
discretization of the action space and thereby limit the agent’s ability to perform fine-
grained control.

e Practical implementation within an environment accessible to a broad community of
developers and students, making the solution easily replicable and extensible.
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Despite these positive aspects, there are several areas in which the proposed system could be
improved. First, the training process was relatively long and computationally demanding - successful
training required millions of time steps and access to powerful hardware. Furthermore, the neural
network operated solely on visual input, which, while reflecting real-world sensory data, increases
the difficulty of the learning task.

A combination of visual and structured inputs (e.g., position, orientation, speed) could lead to
more efficient learning.

Another potential improvement involves extending the reward function to penalize inefficient
driving behaviours (e.g., unnecessary braking or oscillations, driving out of track boundaries), which
could further optimize not only the trajectory but also energy efficiency and smoothness.

Lastly, it would be beneficial to experimentally compare PPO with other modern algorithms
for continuous control, such as Soft Actor-Critic (SAC) or Twin Delayed Deep Deterministic Policy
Gradient (TD3), in order to establish a broader empirical foundation for selecting the optimal
strategy.

In accordance with the objective of this project—gaining practical experience in
reinforcement learning and preparing for a bachelor’s thesis—the results achieved can be considered
successful.

The resulting agent is capable of autonomously and effectively solving a complex simulation
task, and the developed infrastructure supports future extensions with additional functionalities or
environments.

A Conclusion and Implementation

The aim of this study was to design and implement an autonomous agent for the task of vehicle
control in the CarRacing-v0 environment using the Proximal Policy Optimization (PPO)
reinforcement learning algorithm.

The implementation was carried out in a Windows environment using the Python
programming language together with the Stable-Baselines3 and Gymnasium libraries [2], [3]. This
work provides a practical demonstration of applying modern RL algorithms in a complex visual
simulation setting with a continuous action space.

Training was conducted on a high-performance computing system (Tab.2):

Table 2. Hardware used for training (4 parallel environments).

Parameter Value
GPU NVIDIA GeForce RTX 4090 (24 GB VRAM)
CPU Intel i9-13900K (24 cores, 32 threads
RAM 128 GB DDR4 3600 MHz

The agent was trained in four parallel vectorized environments for a total of 5000 000
interactions with the environment. The overall training time amounted to 559 minutes and 22 seconds
(Tab.1). The resulting model achieved an average score exceeding 500 points per episode, which
indicates advanced driving capabilities of the agent. Observations from the testing phase revealed
that the agent not only managed to navigate corners smoothly but also demonstrated recovery
capabilities in cases of temporary track departure, actively attempting to reorient and resume driving.

These results confirm that the combination of PPO and a well-designed training regime
enables successful mastery of complex visual and control tasks. The implementation provides a
robust foundation for further research, such as extending to more dynamic environments, employing
more realistic physics, or integrating multi-agent learning.
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